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Abstract. The Vision, Image Processing and Sound (VIPS) lab has
represented since more than one decade the research group of the Com-
puter Science Department of the University of Verona whose interests
have been strongly related with the Pattern Recognition community. In
these years, the VIPS lab members have been focused on many and dif-
ferent aspects of other visual computing disciplines (computer graphics,
human computer interaction, computational vision, bioinformatics, video
and image understanding, video surveillance and social signal process-
ing), offering many and different research perspectives. In this paper, we
will present the activities of the last year, more related with the image
and video understanding, taken under a new perspective. These represent
a continuum with what has been done so far considering merely statisti-
cal methodologies, now approached from a different point of view, tightly
intertwined with high-level knowledge representation disciplines.
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Extended Abstract

Image and video understanding is the process of converting elementary visual
entities (pixels, voxels) to symbolic forms of knowledge (textual tags, predicates),
by means of various kinds of models (statistical classifiers, neural networks, ex-
pert systems, etc.). It represents the highest processing level in a computer vision
system, operating usually on top of a basic processing layer, which extracts in-
termediate image representations (patches, volumes). Due to the unconstrained
nature of photographic images and videos, and the lack of fully reliable low-level
features, the process of image understanding may be helped by grounding it with
a prior semantic model, which may describe any domain knowledge and operate
during both learning and inference. This semantic layer is usually represented
by means of an ontology, intended as a set of primitive concepts and relations
expressed by axioms providing an interpretation to the vocabulary chosen for
the visual description of a domain.

After the early steps in the eighties, the research domain that cross-pollinates
computer vision and formal ontology stagnated, limited probably by the lack
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of available domain ontologies. However, more recently, with the creation of
shared resources as ImageNet, TinyImage, Labelme, on the computer vision
side, and WordNet on the formal ontology side, the area exploded, leading to an
exponential growth in the scientific community.

The aim of the current research in VIPS on this topic is to put in contact
computer vision and machine learning on one side, and formal ontology on the
other, to share innovative ideas and solutions for exploiting the potential syn-
ergies emerging from the integration of the two domains, for object and event
recognition, scene, image and video understanding; the long term goals are those
of promoting the development of a proper visual ontology and a better under-
standing of how such a visual ontology could be used for visual inference and
viceversa, how pattern recognition and machine learning could build or revise a
visual ontology.

These ideas are inspired both by the seminal works of David Marr on vision
[8] and by the studies in cognitive sciences on the dual-process theory [5], that
postulate that perception and cognition both work on different and complemen-
tary levels: one implicit, automatic and algorithmic, the other explicit, analytic
and computational. An earlier attempt to provide an artificial vision system in-
tegrating subsymbolic and symbolic process is [1]. With our approach, we would
like to stress the fact that the levels are tightly intertwined and to investigate how
they influence and complement each other in the production of “visual knowl-
edge”. The potentialities of the cross-fertilization between computer vision and
formal ontology seem to be particularly promising in classification tasks.

This hybridization is now made possible at the University of Verona by a
strong collaboration, officially started in 2012, with the Laboratory of Applied
Ontology of the ISTC-CNR, based in Trento, where the DOLCE ontology [9]
was invented and in particular with the research team working on the VisCoSo
project (Detection of crisis situations by VISual-COgnitive-SOcial processes)1,
financed by the Province of Trento. The crew of this joint venture is composed
by two leading researchers (the authors of this report), 5 post-doc affiliates and
3 PhD students.

In a nutshell, ontologies represent a formal way to represent knowledge [6].
Depending on the kind of knowledge, the connection between pattern recognition
and formal ontology can effectively face many classical problems of the computer
vision and pattern recognition (CVPR) community that are crucial and still
unsolved.

For example, in the object recognition scenario, much effort has been spent
on devising expressive object representations and powerful learning strategies for
designing effective classifiers, capable of achieving high accuracy and generaliza-
tion. In this scenario, the focus on the training sets has been historically weak; so
far, training sets have been generated with a substantial human intervention, and
a considerable time demand. By applying the reasoning capabilities associated
with formal ontology and the semantic knowledge embedded in lexical resources
as WordNet to computer vision problems, we can devise a strategy for the auto-

1 http://www.loa.istc.cnr.it/projects/viscoso/
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matic training set generation. The strategy applied so far leverages on semantic
relations between words contained in WordNet, chosen with ontologically-driven
criteria, coupled with the statistic power provided by Google N-gram to select
a set of meaningful text strings related to the text class-label (ex. “bird”), that
are subsequently fed into the most common image search engines, producing set
of images with high training value [11, 12]. The future direction of the study
is to explore the possibility of allowing more complex reasoning processes by
connecting a foundational ontology on the top categories of WordNet .

Moving from the analysis of images to that of videos, and in particular to
those that characterize the video surveillance scenario, ontologies may explain in
a formal way how people act and interact in complex systems and how hetero-
geneous information (visual, conceptual, deontic) can be handled at a systemic
level. The idea is to consider all information sources, both human and artificial
(such as videocameras) as social agents and to use techniques mutated by social
choice theory – and in particular by judgment aggregation [7] – to aggregate
information at a systemic level in a coherent way. A typical problem that can
be so addressed is for instance to understand how the system should react when
two sources provide contrasting information about an object located in a place
where it shouldn’t be [10].

Another practical example of application of such hybrid approach is the anal-
ysis of the spectator crowd, that is, people “interested in watching something
specific that they came to see”. The idea is to observe people while they are
watching a public show, as in a sport arena, a movie theater, a classroom, a
court, and recording and analyzing their activities. This scenario differs sub-
stantially from those analyzed by the typical crowd modeling techniques: due to
territoriality principles, people are assumed to stay near a fixed location for most
of the time, i.e., their seat, while what is mainly being monitored in the crowd
analysis literature are moving people. In addition, people here are assumed to
have a strong relation with the event or contest they are watching, that becomes
a kind of reference point, where the focus of attention of the crowd is located,
and around which the space is structured. In classical crowd modeling no such
clear reference point is present. On top of this, the behavior of spectator crowds
is much more stereotyped with respect to other everyday scenarios, as symbolic
meaning is often associated to particular movements. Such symbolic stances have
been long studied in the sociological literature and can be deployed to give much
more fine-grained scene automatic interpretations. Our first studies have been
focused on getting video data, and to study ontologies to describe the activities
going on in a stadium [3, 2, 4].

These are only some directions that have been explored in these years. The
long term goal, anyway, is more than ambitious: once we know how ontology can
help the visual reasoning, we will explore the opposite direction: how an ontology
can be partially learned or revised directly from visual data, employing chunks
of information based not only on textual, but also on genuine visual patterns,
which may resemble the visual words nowadays used as standard features, and
that can be used to enrich the set of properties attributed to a class in the
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ontology, or to create new classes. On the other hand, semantically poor visual
words – as “edges”, “curves” etc.– can be connected to generate semantically
richer visual words, like “hand”, “tire” etc. The aim is then to build a proper
visual dictionary, constituted by words whose meaning is less and less ambiguous,
being the interpretation constrained by the axioms of the ontology and where
new associations between words can be automatically discovered by inferring
theorems on the ontology, providing cues for the solution of computer vision
tasks.

The first methodological results obtained by following this new direction on
object recognition are in [11, 12] and on video understanding in [3, 2]. Together
with papers, practical industrial applications tested as prototypes during the
Winter Universiade in Trento2 are going to be finalized, showing that the po-
tentialities of this new perspective [10] are not limited to a mere theoretical
dimension [4].

Together with these aims, we also want to promote worldwide this intriguing
cross-fertilization, presenting a series of international events to connect pattern
recognition and formal ontologies. As a first example, we are organizing the
1st International Workshop on Computer vision + ONTology Applied Cross-
disciplinary Technologies (CONTACT 2014 - full day workshop)3 hosted by
ECCV 2014. CONTACT 2014 will be the first of a series of events which will
have an interesting yet unique characteristic: in order to gradually connect the
communities of computer vision and formal ontologies in a tight relationship,
the CONTACT workshop will be hosted iteratively in a major computer vision
conference (as ECCV is) and in a major ontology conference (as FOIS - Formal
Ontologies for Information Systems): this way, the cross-fertilization will take
place by involving the best of the two communities, with alternative emphasis
on one facet or the other.
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